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Abstract 

As the most complex software, contemporary operating systems are plagued with vulnerabilities, contributing to 

the serious security hazards posed by numerous attackers. This report studies the most typical as well as recent 

vulnerabilities of Windows and Linux operating systems and how they are exploited. A demonstration is given in 

the presentation to show some of the exploits and the tools used in the demonstration are included in the report. 

Best practices for personal computer users against OS exploits and state-of-art research results on securing 

operating systems are presented in the last part. 
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1. Introduction 

“An operating system is an interface between the hardware and the user; it is responsible for the 

management and coordination of activities and the sharing of the limited resources of the computer. The 

operating system acts as a host for applications that are run on the machine.” 1 Over the last several 

decades the software known as the operating system has become more and more complex. For example 

the first Windows NT 3.1 platform released in 1993 consisted of 4-5 million lines of code. Windows XP 

which was released in 2001 has 40 million line of code. 2  The code behind some of the most prevalent 

operating systems seems to be growing exponentially. As the size of operating systems grow so do the 

defects and vulnerabilities introduced by writing code. It is impossible to maintain a computer that is 

completely free from vulnerabilities and operating system defects. 

The motivation that drives this project is knowledge, knowledge about operating system vulnerabilities, 

and knowledge about the exploits that take advantage of those vulnerabilities. Also, knowledge about 

the best practices used to reduce vulnerabilities and safeguard against exploitation. As operating systems 

evolve, as they are patched, and as new operating systems are released it is difficult to stay on top of the 

latest vulnerabilities and exploits.  The goal of this project is to gather the most current information as it 

pertains to vulnerabilities of both Windows and Linux operating systems. Due to the large number of 

exploits and vulnerabilities that are documented for both operating systems the report will contain a 

small number of known exploits or vulnerabilities for Windows operating systems and Linux operating 

systems. The project will also contain a demonstration of attacks using special tools. Finally, best 

practices for alleviating vulnerabilities as well as state-of-art research works on protecting the operating 

systems will be included. 

2. Linux Vulnerabilities  

As Linux is written in C, which is potentially an unsecure language, most of the vulnerabilities existing 

in Linux are buffer overflows as C does not have in-built bounds checking. Much other vulnerability 

also exists in Linux because of the following reasons5: 

 Invalidated Input 

 Race Conditions 



 Buffer Overflows and many more. 

We focus our attention on only the three vulnerabilities mentioned above. They are mentioned below in 

some detail: 

1. Invalidated input - Any input received by a program from an untrusted source is a potential 

target for attack. Attackers check every source of input to the program and attempt to pass 

malformed data to see if the program crashes or otherwise misbehaves. The attacker then tries to 

find a way to exploit the problem. Examples of input from an untrusted source are as follows:   

 Text input fields 

 Commands passed through a URL used to launch the program 

 Different types of files provided by users or other processes and read by the program. 

 Command line input and many more. 

This exploit can be used to take control of operating systems, steal data and many more5. 

2. Race conditions - A race condition exists when two events may occur out of sequence. A bug 

occurs when the correct sequence is required for the proper functioning of the program and they 

are made to occur out of sequence i.e. an attacker can stop the correct sequence from taking 

place and take advantage of the situation to do malicious activities like inserting code, change a 

filename, or otherwise interfere with the normal operation of the program. 

The problem here is multitasking. Its disadvantage is that there is no guarantee that two 

sequential operations will be performed without any other operations being performed in 

between5. There are two basic types of race condition that can be exploited: time of check–time 

of use (TOCTOU), and inter-process communication. 

Time of Check–Time of Use: 

Before undertaking an action, it is common for an application to check some conditions. For 

example, the application might check that whether the user has access rights to read the file 

before opening it for reading. As there is a difference of time between the check and the use, an 

attacker can sometimes take advantage and use this difference of time to mount an attack5. 



Inter-process Communication: 

Separate processes—either within a single program or in two different programs—sometimes 

have to share information. The practices used in practice are using shared memory or using some 

messaging protocol provided by the operating system. Some of these messaging protocols used 

for inter-process communication can be vulnerable to attack. Sometimes an attacker can create 

race condition by running a routine that works on the same files or memory locations as a 

legitimate program. For example, there might be a situation that a legitimate program might have 

opened file for reading or writing, but due to multitasking switch, the code might not have yet 

been completed. Now, it’s highly possible that after the legitimate programs switch, the 

attacker’s code might get executed. Then in that case the actual value read or stored in that 

location has been set by the attacker, not by the legitimate program5. 

3. Buffer Overflows - A Buffer overflow is a condition in which a process or program, tries to 

store data beyond the limits of the buffer it has been allocated at compile time. The result is that 

this extra data is stored in adjacent memory locations. This thing, if exploited carefully, can be 

used by an attacker to overwrite the return address of some function and insert the address of 

malicious code. Once the malicious code is executed, the attacker can get access of the system 

and can steal data and do many more things5.  

Any application having a user interface has to temporarily store the user’s input somewhere. If 

the input is small, data can be put into the region of memory known as Stack. If the input is 

large, data is put into the region of memory known as heap. 

Stack Overflows 

Stacks are commonly used to store data like return address and the values of the parameters used 

to call a function. Function calls also follow the LIFO (Last In, First Out) approach that is, each 

function can call another function, which in turn can call another, and the first return address 

needed is that stored by the last function executed. The stack is used to store the above 

mentioned data because it is efficient and it also follows the LIFO format for storage. Thus it 

blends quite well with function call scenario. Figure 1 illustrates the organization of the stack.  



While it is important to consider that a program should check the data input given by the user for 

its correctness, it has been seen that most of the times the programmer is not concerned about it. 

The programmer thinks that the user will not do anything irrational. But if the user is some 

attacker, than he might pass a data that is larger than the amount of data the parameter can 

support, and this additional data will overwrite the other data of the stack. As you can see 

from Figure 2, a clever attacker can use this technique to overwrite the return address used by the 

function, substituting the address of his own code. Then, when function C completes execution, 

rather than returning to function B, it jumps to the attacker's code. Because the user's program 

executes the attacker's code, the attacker's code inherits the user's permissions. If the user is 

logged on as an administrator, the attacker can take complete control of the computer, reading 

data from the disk, sending emails, and so forth5.  

             

Figure 1: Schematic view of Stack5         Figure 2: Stack after Buffer Overflow exploit5 

 



Heap Overflows 

As a heap is not used to store information like return address of functions or data passed on by 

the user, it is less obvious how an attacker can exploit a buffer overflow on the heap. This 

ignorance up to some extent, makes heap overflows an attractive target to attackers as they think 

that programmers are less likely to worry about them and defend against them than they are for 

stack overflows. 

The heap overflows can be exploited in following two ways: 

In first method, an attacker attempts to locate some data on the heap that is worth overwriting 

and overwrites it. This is known as non control- data attack. Usually, most of the data on the 

heap is generated internally by the program rather than copied from user input, so it is non-

controlled and can be exploited by an attacker. For an instance, an attacker hacking into a phone 

company’s billing system might be able to set a flag indicating that a bill has been paid. The 

attacker might be able to log into a program with administrator privileges by overwriting the 

temporarily stored username. 

The second method involves changing the objects especially the tables of function pointers that 

are allocated on heap. The languages like C, Objective-C, allocates objects including tables of 

function pointers on heap. So, an attacker may exploit buffer overflow by changing such pointers 

and substituting his/her own data or make a call to his/her own routine. 

Exploiting a buffer overflow on the heap might be a complex, arcane problem to solve, but 

crackers thrive on just such challenges5. 

 

 

 



Some Vulnerabilities found in Linux: 

Invalidated input causing Cross site scripting attack: 

Linux kernel setroubleshoot Invalidated Input vulnerability: 
Vulnerability:  CVE-2007-54966 

Published:  September 12, 2007 

Severity: Less Critical 

Overview: 

Input which is passed via process and file names are not properly sanitized before being saved when an 

AVC denial event takes place. This can be exploited to insert arbitrary HTML and script code, which is 

executed in a user's browser session in context of an affected site when the malicious logs are viewed6. 

Explanation:  

The setroubleshoot packages provide tools to help diagnose SELinux problems in Red Hat Enterprise 

Linux 5(Server and Client versions). Sealert is a GUI Desktop notification for showing alerts. AVC 

stands for Access Vector Cache. AVC messages are the messages which the kernel audit subsystem 

emits whenever SELinux denies permission (or would have denied permission). These messages 

describe the particulars of what the kernel is doing at the moment (information about the problem), how 

to resolve it and it is not a complete description of the denial. A complete description of the denial is 

termed as denial event which can contain many messages. 

The graphical sealert program interprets records in the setroubleshoot database as HTML when it 

displays them to the user. These records include arbitrary attacker-controlled values such as the names 

of processes and files involved in AVC denial events, and the sealert daemon fails to properly escape 

those values before passing them to its HTML parser.  

Impact: 

A local unprivileged attacker could cause AVC denial events with carefully crafted process or file 

names, injecting arbitrary HTML tags into the logs, which could be used as a scripting attack, or to 

confuse the user running sealert. 



Buffer overflow vulnerabilities in Linux kernel causing Denial of Service attack: 

Linux Kernel kfree_skb Vulnerability:  
Vulnerability:  CVE-2008-21367 

Published:  June 12, 2008 

Severity: Moderately Critical 

Overview: 
 

Memory leak in the ipip6_rcv function in net/ipv6/sit.c in the Linux kernel 2.4 before 2.4.36.5 and 2.6 
before 2.6.25.3 allows remote attackers to cause a denial of service (memory consumption) via network 
traffic to a Simple Internet Transition (SIT) tunnel interface, related to the pskb_may_pull and kfree_skb 
functions, and management of an skb reference count7. 

Explanation: 

Until IPv6 completely supplants IPv4, a number of transition mechanisms are needed to enable IPv6-

only hosts to reach IPv4 services and to allow isolated IPv6 hosts and networks to reach the IPv6 

Internet over the IPv4 infrastructure. These techniques, sometimes collectively called Simple Internet 

Transition (SIT) 8. 

The kfree_skb function releases the buffer, which results in its return to the buffer pool. The basic 

function releases the buffer only when skb→users counter is 1. Otherwise the function will simply 

decrement the counter. So if a buffer had 3 users, only the third call to kfree_skb would free memory. 

pskb_may_pull() is used to find out if it is possible to 'pull', i.e., advance the pointer within the skb by 

the specified number of bytes. Thus it just checks if there is enough stuff in the skbuff to account for the 

next protocol header. 

Impact: 

The SIT interfaces did not correctly manage allocated memory. This can be exploited to potentially 

exhaust all available memory via specially crafted network packets. 

Linux kernel SCTP Buffer Overflow Vulnerability: 
Vulnerability:  CVE-2006-15279 

Published:  May 04, 2006 

Severity: Moderately Critical  



Overview: 
 

The SCTP-netfilter code in Linux kernel before 2.6.16.13 allows remote attackers to trigger a denial of 
service (infinite loop) via unknown vectors that cause an invalid SCTP chunk size to be processed by the 
for_each_sctp_chunk function9. 

Explaination: 

SCTP is designed to transport PSTN (Public Switched Telephone Network) signaling messages over IP 

networks, but is capable of broader applications. SCTP is a reliable transport protocol operating on top 

of a connectionless packet network such as IP. 

In the SCTP protocol connection tracking module, when a chunk length was found to be zero, 

for_each_sctp_chunk() didnot make any forward progress and got stuck in an infinite loop. 

Impact: 

Thus, if an attacker sends some malicious packets, they can cause denial of service by exploiting the 

above vulnerability. 

Security Bypass: 

Linux kernel readv/writev Security Bypass Vulnerability: 
Vulnerability:  CVE-2006-185610 

Published:  May 04, 2006 

Severity: Moderately Critical 

Overview: 
 

 Certain modifications to the Linux kernel 2.6.16 and earlier do not add the appropriate Linux Security 

Modules (LSM) file_permission hooks to the (1) readv and (2) writev functions, which might allow 

attackers to bypass intended access restrictions10. 

Explanation: 

The readv() function reads count blocks from the file associated with the file descriptor fd into the 

multiple buffers described by vector. The writev() function writes at most count blocks described 

by vector to the file associated with the file descriptor fd. The file_permission() function is used to check 

for read/write/execute permissions on an already opened file.  



The readv() and writev() functions did not query LSM module (file_permission) for access permission.  

Impact: 

This could be exploited to circumvent access restrictions. It is possible that the flaw may allow 

unauthorized access to files, resulting in a loss of confidentiality and/or integrity. 

Exposure of sensitive system information: 

Linux kernel File offset pointer handling Memory disclosure vulnerability: 
Vulnerability:  CVE-2004-041511 

Published:  April 16, 2004 

Severity: Highly Critical 

Overview: 
 

 The vulnerability is caused due to race conditions and conversion errors when handling 64-bit file offset 

pointers. Linux kernel does not properly convert 64-bit file offset pointers to 32 bits, which allows local 

users to access portions of kernel memory11. 

Explanation:  

The vulnerability exists in various drivers which make up a working Linux kernel, some of which are 

present across all architectures and configurations. 

Invalid 32 to 64 bit conversions in the kernel, as well as insecure direct access to file offset pointers in 

kernel code was possible, which can be modified by the open(...), lseek(...) and other core system I/O 

functions by an attacker. 

Finally, a race condition with the /proc/.../cmdline node was found, allowing environment variables to 

be read while the process was still spawning. If the race is won, environment variables of the process, 

which might not be owned by the attacker, can be read. 

Impact: 

The vulnerability allows a local unprivileged attacker to access segments of kernel memory or 

environment variables which may contain sensitive information. Kernel memory may contain 



passwords, data transferred between processes and any memory which applications did not clear upon 

exiting as well as the kernel cache and kernel buffers. 

Privilege Escalation: 

Linux Kernel "/proc" Race Condition Privilege Escalation: 
Vulnerability:  CVE-2006-362612 

Published:  July 17, 2006 

Severity: Less Critical 

Overview: 
 

 Race condition in Linux kernel 2.6.17.4 and earlier allows local users to gain root privileges by using 

prctl with PR_SET_DUMPABLE in a way that causes /proc/self/environ to become setuid root12. 

Explanation: 

Prctl is a function used to operate on a process13. PR_SET_DUMPABLE sets the state of the flag 

determining whether core dumps are produced for this process upon delivery of a signal whose default 

behavior is to produce a core dump13. 

The local root privilege escalation allows any local user to use the /proc/self/environ file to reliably 

subvert the root user. The local root privilege escalation has a known and publically available exploit in 

current active use. 

Impact: 

The above situation will allow an attacker to elevate privileges locally and it may lead to a loss of 

integrity. 

Linux kernel cups and cupsys Privilege Escalation: 
Vulnerability:  CVE-2008-537714 

Published:  August 13, 2008 

Severity: Less Critical 



Overview: 

 pstopdf in CUPS 1.3.8 allows local users to overwrite arbitrary files via a symlink attack on the 

/tmp/pstopdf.log temporary file which can be exploited by malicious, local users to perform certain 

actions with escalated privileges14. 

Explanation: 

The Common UNIX Printing System, or CUPS, is the software you use to print from applications like the web 

browser you are using to read this page. It converts the page descriptions produced by your application (put a 

paragraph here, draw a line there, and so forth) into something your printer can understand and then sends the 

information to the printer for printing15. 

The exploit creates and prints a malformed postscript document that will cause the CUPS pstopdf filter 

to write an error message out to its log file that contains the string /tmp/getuid.so.  However, since the 

pstopdf log file /tmp/pstopdf.log is also symlinked to /etc/ld.so.preload, the error message and malicious 

shared library path will be appended to the ld.so.preload file.  

Impact: 

The above situation will allow an attacker to elevate privileges to root and it may lead to a loss of 

integrity. 

Vulnerability in a mitigation technique16: 

Address Space Randomization: 

Address space layout randomization (ASLR) is a preventive security technology aimed to fortify 

systems against buffer overflow attacks. Address space layout randomization, or ASLR, is an idea to 

introduce artificial diversity by randomizing the memory location of certain system components. It 

focuses on the point that rather than removing vulnerabilities from system, we can increase security by 

just making it more difficult to exploit existing vulnerabilities. This technology can offer some 

protection from vulnerabilities that have not yet been solved or may not even be known yet and so it 

complements efforts to remove security vulnerabilities completely. 

It is widely believed that randomizing the address-space layout of a software program prevents attackers 

from using the same exploit code effectively against all instantiations of the program containing the 



same flaw. The attacker must either craft a specific exploit for each instance of a randomized program or 

perform brute force attacks to guess the address-space layout. Brute force attacks are supposedly 

thwarted by constantly randomizing the address-space layout each time the program is restarted. In 

particular, this technique seems to hold great promise in preventing the exponential propagation of 

worms that scan the Internet and compromise hosts using a hard-coded attack. 

ASLR can also be paired with other preventive techniques such as Data Execution Prevention (DEP): 

The combination of these two technologies provides a much stronger defense against memory 

manipulation vulnerabilities than either one alone. Techniques for exploiting memory manipulation 

vulnerabilities are sensitive to the memory layout of the program being targeted. This important class of 

vulnerability includes stack and heap overflows and underflows, format string vulnerabilities, array 

index overflows, and uninitialized variables. By randomizing the memory layout of an executing 

program, ASLR decreases the predictability of that layout and reduces the probability that an individual 

exploit attempt will succeed. The security offered by ASLR is based on several factors, including how 

predictable the random memory layout of a program is, how tolerant an exploit technique is to variations 

in memory layout, and how many exploitation attempts an attacker can practically make. 

WX Pages and Return to libc attack: 

WX is an orthogonal technique that nullifies the attacks involving injection and execution of a code in 

a process’s address space. WX is based on the observation that most of the exploits so far inject 

malicious code into a process’s address space and then circumvent program control to execute the 

injected code. In this technique, the pages in heap, stack and other memory segments are marked either 

writeable (W) or executable (X), but not both. StackPatch (a Linux kernel patch by Solar Designer) 

makes the stack non-executable. The latest versions of Linux (through the PaX project17) and of 

OpenBSD contain implementations of WX. The sample attack works on a system running PaX with 

WX. 

An attacker cannot inject and execute code of his/her choice with WX memory pages. So the attacker 

must use existing executable code – either the program’s own code or code in the libraries loaded by the 

program. For an instance, an attacker can overwrite the stack above the return address of the current 

frame and then change the return address to point to a function the attacker wishes to call. When the 



function in the current frame returns, program control flow is redirected to the attacker’s chosen function 

and the overwritten portions of the stack are treated as arguments16.  

Solar Designer has suggested “return-to-libc” attacks. Under these classes of attacks, an attacker 

chooses to call a function present in the standard C-language library “libc”. This is because libc is 

loaded in every Unix program and encapsulates system-call API by which program can access kernel 

services such as forking child processes and finally communicates over network sockets.  

Implementation of Attack: 

The attack was implemented on Apache (version 1.3.29) web server running on Linux with PaX ASLR 

and WX memory pages. This version of Apache server (version 1.3.29) has no known Buffer 

overflows, so a buffer overflow similar to Oracle 9 PL/SQL Apache module is replicated. Being 

protected by PaX WX, Apache server (version 1.3.29) is robust against the buffer overflow attack. So 

return-to-libc technique is used.  

Chained return-to-libc attacks usually need the prior knowledge of stack addresses. PaX randomizes 24 

bits of stack base addresses (on x86), making these attacks infeasible. But we can still locate a pointer to 

the attacker supplied data on the stack as the stack layout is not randomized. Further, a randomized 

layout will give no protection against access to the data on the top stack frame and the data in adjacent 

frames.  

The attack against Apache has following two stages: In first stage, the value of delta mmap is 

determined using a brute force attack that pinpoints an address in libc. After obtaining delta mmap 

value, the attacker mounts a shell by executing a return-to-libc attack.   

First, an attacker repeatedly overflows the stack buffer exposed by Oracle hole. To implement this, the attacker 

guesses the address of libc function usleep() so that the program returns into usleep() function. An unsuccessful 

guess causes Apache child process to crash, and the parent process forks a new child in its place with the same 

randomization deltas. On success, the connection hangs up for 16 seconds, thereby, giving sufficient time to 

deduce the value of delta mmap. Once the delta mmap is obtained, we know the location of all functions in libc 

(including system() function) . Now, using this information, a return-to-libc attack can be mounted on the same 

buffer as exposed by Oracle hole to invoke system()  function. 



Linux Vulnerabilities: 

The list of vulnerabilities was created by keeping in mind different types of vulnerabilities and unique 

ways to exploit the Linux kernel. An exploit was also shown on a popular mitigation technique. It was 

very challenging to gather significant information about several of the vulnerabilities listed above as for 

some of them only the code changed in the respective modules were available. It was interesting to see 

that though Linux is considered secure than other Operating systems, it still has quite a lot of 

vulnerabilities. 

3. Windows Vulnerabilities  

Windows operating systems are the most widely used operating systems for computers both in a 

cooperate environment and as a home personal computer.  Figure 3 describes Microsoft’s internal 

analysis of the operating system market share.  It stands to reason that the most popular operating system 

would have highest number of vulnerabilities because it essentially has the most users/testers.  That 

being said I tried to select the vulnerabilities and exploits that were the most recent.18  

 
Figure 3 



In this section of the report recent Windows vulnerabilities are identified, described, and a solution to 

alleviate the vulnerability.  All vulnerabilities are tracked using a Common Vulnerability and Exposures 

(CVE) number.  This is a dictionary of publicly-known information security vulnerabilities and 

exposures.  The dictionary is maintained by MITRE Corporation, and is funded by the National Cyber 

Security Division of the United States Department of Homeland Security.19  The vulnerabilities also 

include a published date and a rating using the Common Vulnerability Scoring System (CVSS).  Finally, 

an overview of the vulnerability its impact and a solution are listed in the description of each item.   

All of the information corresponding to the Windows vulnerabilities below originated from the Nation 

Vulnerability Database (NVD).  Each vulnerability is referenced by a CVE number and has related 

information from the vendor, in this case Microsoft, and any other information as it corresponds to the 

vulnerability or exploit of that vulnerability. 

3.1 SChannel Spoofing Vulnerability 
Vulnerability:  CVE-2009-0085 

Published:  March 10, 2009 

CVSS Severity:  7.1 (High) 

Microsoft Aggregate Severity Rating:  Important 

Overview: 

The secure Channel authentication component implemented during certificate authentication does not 

validate the clients’ key properly during the course of data exchange in the Transport Layer Security 

(TLS) handshake message.  This allows a remote threat to spoof authentication by creating a TLS packet 

based on knowledge of the public certificate, but not the private key.20 Victims are only affected when 

the public key of the certificate that is used for authentication has been obtained.  The vulnerability is 

network exploitable, and has an access complexity of medium.  Authentication is not required to exploit 

this vulnerability.21  

Definitions: 

1. Secure Channel (SChannel) – is a Security Support Provider (SSP) that implements the Secure 

Sockets Layer (SSL) and Transport Layer Security (TLS) Internet standard authentication 

protocols.21 



2. Transport Layer Security (TLS) Handshake Protocol – is responsible for the authentication and 

key exchange necessary to establish or resume secure sessions.21 

Impact: 

Vulnerability Use:  An attacker could use this vulnerability to authenticate against a protected server 

and impersonate an authorized user, despite not having access to the authorized user’s private key, 

which is normally required for successful authentication when the server is configured to require client 

authentication. 21 

Vulnerability Exploitation: An attacker would need to gain access to the public component of the 

actual certificate used by the end user for authentication. He could then craft a Transport Layer Security 

(TLS) packet to bypass the validation the SChannel component applies to ensure that the private key is 

in fact present during authentication. 

In the most common deployments, certificates used for client authentication have only a single intended 

purpose configured in a Windows client. These certificates are only transferred for one specific purpose, 

such as web authentication. In the case of an SSL connection to an Internet Information Services (IIS) 

web server, the public key is never transferred in clear text. However, in instances where a single 

certificate is used for client authentication and other purposes simultaneously, such as in the case of the 

signing of e-mail or the certificate is used to authenticate against multiple web sites, the public key may 

be more widely distributed. 21 

Mitigating Factors: 

1. Customers are only affected when the certificate used for authentication has already been 

disclosed to the attacker through other means.  In the case of an IIS web server, certificates are 

not transferred in clear text during the authentication process. 21 

2. Only locally configured user accounts are vulnerable.  Customers who map certificate-

authenticated users of their application against an Active Directory domain are not affected by 

this vulnerability. 21 



Solutions: 

Workarounds: 

1. Customers can implement Active Directory certificate mapping, which is not affected by this 

vulnerability.  Active Directory certificate mapping enables a user with a trusted public key to 

access domain resources without typing a user name and a password.  A Client certificate can be 

directly mapped to an Active Directory user account. 21 

Microsoft Patch:  MS09007 

This security update resolves a privately reported vulnerability in the Secure Channel (SChannel) 

security package in Windows.  The update removes the vulnerability by modifying the way that the 

server parses key exchange data during the TLS handshake. 21 

Status: 

This vulnerability was disclosed privately to Microsoft.  At the time of Microsoft’s release of this 

Security Bulletin there were no known public exploits of this vulnerability. 

3.2 Windows Kernel Input Validation Vulnerability 
Vulnerability:  CVE-2009-0081 

Published:  March 10, 2009 

CVSS Severity:  9.3 (High) 

Microsoft Aggregate Severity Rating:  Critical 

Overview: 

CVE20090081 – Windows Kernel Input Validation Vulnerability 

The graphics device interface (GDI) implementation in the kernel does not validate inputs received from 

the user mode; this allows remote attackers to execute code in one of two ways, a crafted Windows 

Metafile, or Enhanced Metafile image file.  If someone was to successful exploit this vulnerability 

arbitrary code in kernel mode could be executed.  Programs can be installed, data deleted, or new 

accounts created with full users rights.22 



Definitions: 

1. Graphics Device Interface (GDI) – enables applications to use graphics and formatted text on 

both the video display and the printer.  Windows-based applications do not access the graphics 

hardware directly.  Instead, GDI interacts with device drivers on behalf of applications.23 

Impact: (CVE20090081) 

Vulnerability Use:  If this vulnerability we successfully exploited the attacker could install programs, 

view, change, or delete data; or create user accounts.23 

Vulnerability Exploitation: For remote code execution, this vulnerability requires that a user view a 

specially crafted image file.  This vulnerability may also be exploited by an attacker logged on to the 

local system.  An Attacker could then run a specially crafted application that could exploit the 

vulnerability and take complete control over the affected system. 

In an e-mail attack scenario, an attacker could exploit the vulnerability by sending an e-mail with a 

specially crafted EMF or WMF image file embedded it to the user and convincing the user to view or 

preview the e-mail.  An attacker could also embed a specially crafted EMF or WMF image file in an 

Office document and convince the user to open the file. 

In a Web-based attack scenario, an attacker would have to host a Web site that contains an EMF or 

WMF image file that is used to attempt to exploit this vulnerability.  In addition, compromised Web 

sites and Web sites that accept or host user-provided content could contain specially crafted content that 

could exploit this vulnerability.  An attacker would have no way to force users to visit a specially crafted 

Web site.  Instead, an attacker would have to convince them to visit the Web site, typically by getting 

them to click a link in an e-mail message or Instant Messenger message that takes them to the attacker’s 

site.23 

Mitigating Factors: 

1. In a Web-based attack scenario, an attacker could host a Web site that contains a Web page that 

is used to exploit this vulnerability. In addition, compromised Web sites and Web sites that 

accept or host user-provided content or advertisements could contain specially crafted content 

that could exploit this vulnerability. In all cases, however, an attacker would have no way to 



force users to visit these Web sites. Instead, an attacker would have to convince users to visit the 

Web site, typically by getting them to click a link in an e-mail message or Instant Messenger 

message that takes users to the attacker's Web site.23 

Solutions: 

Workarounds: 

1. The workaround for this vulnerability is to disable metafile processing by modifying the 

registry.23 

a. Click Start, click Run, type Regedit in the Open box, and then click OK. 

b. Locate and then click the following registry subkey: 

i. HKEY-LOCAL_MACHINE\SOFTWARE\Microsoft\Windows 

NT\CurrentVersion\GRE_Initialize 

c. On the Edit menu, point to New, and the click DWORD. 

d. Type DisableMetaFiles, and then press ENTER. 

e. On the Edit menu, click Modify to modify the DisableMetaFiles registry entry. 

f. In the Value data box, type 1, and the click OK. 

g. Exit Registry Editor. 

h. Restart the computer. 

Microsoft Patch:  MS09006 

The update addresses the vulnerability by validating input passed from user mode through the kernel 

component of GDI.23 

Status: 

This vulnerability was disclosed privately to Microsoft.  As of the release of Microsoft’s release of this 

Security Bulletin there were no known public exploits of this vulnerability. 

3.3 Windows Kernel Handle Validation Vulnerability 
Vulnerability:  CVE-2009-0082 

Published:  March 10, 2009 

CVSS Severity:  7.2 (HIGH) 

Microsoft Aggregate Severity Rating:  Important 



Overview: 

CVE20090082 

The kernel does not properly validate handles, which allows local users to gain privileges via a crafted 

application that triggers unspecified actions.  An elevation of privilege vulnerability exists in the 

Window Kernel because of the was the kernel validates handles. 24 

Definitions:  None 

Impact: 

Vulnerability Use:  An attacker could install programs; view, change, or delete data; or create new 

accounts with full user rights. 

Vulnerability Exploitation:  In order to exploit this vulnerability the attacker must log on to the 

machine.  The attacker could run a crafted application that can exploit the vulnerability and take 

complete control over the affected system. 

Mitigating Factors:  

1. An attacker must have valid logon credentials and be able to log on locally to a vulnerable 

system in order to exploit this vulnerability.  This exploit cannot be executed remotely. 23 

Solutions: 

Workarounds:   

1. No workarounds have been identified yet. 

Microsoft Patch:  MS09006 

1. The update addresses the vulnerability by correcting the way that the kernel validates handles. 23 

Status: 

This vulnerability was disclosed privately to Microsoft.  As of the release of Microsoft’s release of this 

Security Bulletin there were no known public exploits of this vulnerability. 



 

3.4 Windows Kernel Invalid Pointer Vulnerability 
Vulnerability:  CVE-2009-0083 

Published:  March 10, 2009 

CVSS Severity:  7.2 (HIGH) 

Microsoft Aggregate Severity Rating:  Important 

Overview: 

CVE20090083 – Windows Kernel Invalid Pointer Vulnerability 

The Windows kernel does not properly handle invalid pointers, which allows local users to gain 

privileges via an application that triggers us of a crafted pointer.25 

Definitions:  None 

Impact: 

Vulnerability Use:  This vulnerability could be used to execute arbitrary code in kernel mode.  It can be 

used to install programs; view, change, delete data; or create new accounts with full user rights. 23 

Vulnerability Exploitation:  To exploit this vulnerability, an attacker would first have to log on to the 

system.  An attacker could then run a specially crafted application that could exploit the vulnerability 

and take complete control over the affected system. 23 

Mitigating Factors: 

1. An attacker must have valid logon credentials and be able to log on locally to the vulnerable 

system.  The vulnerability can to be exploited remotely by anonymous users. 23 

Solutions: 

Workarounds: 

1. No workarounds have been identified yet. 



Microsoft Patch:  MS09006 

The update addresses the vulnerability by changing the way that the Windows kernel handles specially 

crafted invalid pointers. 23 

Status: 

This vulnerability was disclosed privately to Microsoft.  As of the release of Microsoft’s release of this 

Security Bulletin there were no known public exploits of this vulnerability. 

3.5 SMB Buffer Overflow Remote Code Execution Vulnerability 
Vulnerability:  CVE-2008-4834 

Published:  January 13, 2009 

CVSS Severity:  10.0 (HIGH) 

Microsoft Aggregate Severity Rating:  Critical 

Overview: 

A buffer overflow in Server Message Block (SMB) in the Server service allows remote attackers to 

execute arbitrary code via malformed values of unspecified “fields inside the SMB packets” in an NT 

Trans request. 26 

Definitions: 

1. Microsoft Server Message Block (SMB) – is a Microsoft network file sharing protocol used in 

Microsoft Windows. 

Impact: 

Vulnerability Use:  Successful exploitation of this vulnerability could give an attacker complete control 

of the affected system.  Most attempts to exploit this vulnerability will cause the system to stop 

responding and restart. 

Vulnerability Exploitation:  An attacker would exploit this vulnerability by crafting a message and 

sending it to the affected system.27 



Mitigating Factors: 

1. Deploy a firewall using best practices and standards.  This helps to protect networks against 

external attacks 

2. Windows Vista and Windows Server 2008 are not affected. 

Solutions: 

Workarounds: 

1. Block TCP ports 139 and 445 at the firewall 

Microsoft Patch:  MS09001 

The security update addresses the vulnerabilities by validating the fields inside the SMB Packets. 27 

Status: 

This vulnerability was disclosed privately to Microsoft.  As of the release of Microsoft’s release of this 

Security Bulletin there were no known public exploits of this vulnerability. 

3.6 CVE20084844 
Vulnerability:  CVE-2008-4844 

Published:  December 11, 2008 

CVSS Severity:  9.3 (HIGH) 

Microsoft Aggregate Severity Rating:  Critical 

Overview: 

Use-after-free vulnerability in mshtml.dll allows remote attackers to execute arbitrary code via a crafted 

XML document containing nested SPAN elements.  A remote code execution vulnerability exists as an 

invalid pointer reference in the data binding function of Internet Explorer.  When data binding is enabled 

(which is the default state), it is possible under certain conditions for an object to be released without 

updating the array length, leaving the potential to access the deleted object’s memory space.  This can 

cause Internet Explorer to exit unexpectedly, in a state that is exploitable.  As a result, memory may be 

corrupted in such a way that an attacker could execute arbitrary code it the context of the logged-on 

user.  This Vulnerability is listed here because Internet Explorer is included with every version of 



Windows.  This vulnerability was released publicly and examples of the exploit are available on the 

internet. 28 

Definitions:  None 

Impact: 

Vulnerability Use:  An attacker who successfully exploited the remote code execution vulnerability 

could gain the same user rights as the local user. 

Vulnerability Exploitation:  A Web site could be created to exploit this vulnerability through Internet 

Explorer.  The user must be enticed to visit the website and click a link on a web page, email, or instant 

message for the exploit to function correctly. 29   

Mitigating Factors: 

1.  In all cases, an attacker would have no way to force users to visit the web site.  Instead, an 

attacker would have to convince users to visit the Web site, typically by getting them to click a 

link in an e-mail or Instant Messenger message that takes users to the attacker’s Web site. 29 

2. Once this vulnerability is exploited the attacker has the same rights as the local user.  If user’s 

accounts are configured to have fewer rights the system could be less impacted than users who 

operate with administrative rights. 29 

3. By default, Protected Mode in Internet Explorer 7 and 8 helps protect users and their system 

from malicious downloads. 29 

Solutions: 

Workarounds: 

1. Set Internet and Local intranet security zone settings to “High” to prompt before running 

ActiveX Controls and Active Scripting in these zones. 29 

a. On the Internet Explorer Tools menu, click Internet Options. 

b. In the Internet Options dialog box, click the Security tab, and then click the Internet 

icon. 

c. Under Security level for this zone, move the slider to High.  This sets the security level 

for all Web sites you visit to High. 



2. Configure Internet Explorer to prompt before running Active Scripting or to disable Active 

Scripting in the Internet and Local intranet security zone. 29 

a. In Internet Explorer, click Internet Options on the Tools menu. 

b. Click the Security tab. 

c. Click Internet, and then click Custom Level. 

d. Under Settings, in the Scripting section, under Active Scripting, click Prompt or Disable, 

and then click OK. 

e. Select OK two times to return to Internet Explorer. 

3. Disable XML Island functionality29 

a. As an administrator, click Start, click Run, then Regedit in the Open box, and then click 

OK. 

b. Go to [HKEY_CLASSES_ROOT\CLSID\{379E501F-B231-11D1-ADC1-

00805FC752D8}] 

c. Click Permission, the Advanced, then Owner 

d. Change Owner to Administrator 

e. Click Grant Full Control To Administrator 

f. The iterate for all subkeys 

4. Restrict Internet Explorer from using OLEDB32.dll with an Integrity Level ACL29 

5. Disable Row Position functionality of OLEDB32.dll29 

a. As an Administrator, click Start, click Run, type Regedit in the Open box, and then click 

OK 

b. Go to [HKEY_CLASSES_ROOT\CLSIC\{2048EEE6-7FA2-11D0-9E6A-

00A0C9138C29}] 

c. Click Permission, then Advanced, then Owner 

d. Change Owner to Administrator 

e. Then iterate for all subkeys 

Microsoft Patch:  MS08078 

The security update addresses the vulnerability by modifying the way Internet Explorer validates data 

binding parameters and handles the error resulting in the exploitable condition. 29 



Status: 

This vulnerability has been publicly disclosed, and at the release of Microsoft’s security bulletin the 

vulnerability was being exploited. 29 

3.7 GDI Heap Overflow Vulnerability 
Vulnerability:  CVE-2008-3465 

Published:  December 10, 2008 

CVSS Severity:  9.3 (HIGH) 

Microsoft Aggregate Severity Rating:  Moderate 

Overview: 

Heap-based buffer overflow in an API in GDI allows context-dependent attackers to cause a denial of 

service or execute arbitrary code via a WMF file with a malformed file-size parameter, which would not 

be properly handled by a third-party application that uses this API for a copy operation. 30 

Definitions: 

1. Graphic Device Interface (GDI) – enables applications to use graphics and formatted text on both 

the video display and the printer.  Windows-based applications do not access the graphics 

hardware directly.  Instead, GDI interacts with device drivers on behalf of applicants. 

2. Windows Metafile (WMF) – The WMF image format is a 16-bit metafile format that can contain 

both vector information and bitmap information.  It is optimized for the Windows operating 

system. 

Impact: 

Vulnerability Use:  An attacker who successfully exploited this vulnerability could run arbitrary code.  

An attacker could then install programs; view, change, or delete data; or create new accounts with full 

user rights. 

On Windows Vista and Windows Server 2008, an attacker who successfully exploited this vulnerability 

could cause the affected application to become non-responsive. The application would need to be 

restarted to restore functionality. 



Vulnerability Exploitation:  This vulnerability requires a third-party application make a copy of a 

WMF file through this API.  Depending on the behavior of the third-party application, this could lead to 

remote code execution in the context of the logged on user. 

There is not currently a remote avenues for accessing this vulnerability using Microsoft products. 31 

Mitigating Factors: 

1. An attacker who successfully exploited this vulnerability could gain the same user rights as the 

local user. 31 

Solutions: 

Workarounds: 

1. Turn off metafile processing by modifying the registry. 

a. Click Start, click Run, type Regedit in the Open box, and then click OK 

b. Locate and then click the following registry subkey:  

HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Windows 

NT\CurrentVersion\GRE_Initialize 

c. On the Edit menu, point to New, and then click DWORD 

d. Type DisableMetaFiles, and then press ENTER 

e. On the Edit menu, click Modify to modify the DisableMetaFiles registry entry 

f. In the Value data box, type 1, and then click OK 

g. Exit Registry Editor 

h. Reboot the computer 

Microsoft Patch:  MS08071 

The update addresses the vulnerability by modifying the way GDI handles file size parameters to 

prevent buffer overflow conditions. 31 

Status: 

This vulnerability was disclosed privately to Microsoft.  As of the release of Microsoft’s release of this 

Security Bulletin there were no known public exploits of this vulnerability. 



3.8 SMB Credential Reflection Vulnerability 
Vulnerability:  CVE-2008-4037 

Published:  November 12, 2008 

CVSS Severity:  9.3 (HIGH) 

Microsoft Aggregate Severity Rating:  Important 

Overview: 

This allows remote SMB servers to execute arbitrary code on a client machine by replaying the NTLM 

credentials of a client user, as demonstrated by backrush. 32 

Definitions: 

1. Microsoft Server Message Block (SMB) – is a Microsoft network file sharing protocol used in 

Microsoft Windows. 

2. NTLM – is an authentication protocol based on a challenge/response mechanism used to 

determine the authenticity of the supplied credentials. 

Impact: 

Vulnerability Use:  An attacker could gain the rights of the logged-on user and do anything that the 

logged-on user has privileges to do. 

Vulnerability Exploitation:  This vulnerability requires that a user with an affected version of SMB 

access a malicious server.  An attacker would have to host a specially crafted server share or Web site. 33 

Mitigating Factors: 

1. Firewall best practices and standards. 

2. Properly assigning user rights to the appropriate users. 

Solutions: 

Workarounds: 

3. Block TCP ports 139 and 445 at the firewall 

4. Enable SMB signing 



Microsoft Patch:  MS08068 

The security update addresses the vulnerability by modifying the way that SMB authentication replies 

are validated to prevent the replay of credentials. 33 

Status: 

This vulnerability has been released publicly.  There are various versions of exploits available for 

commercial products. 

 

3.9 Windows Vulnerabilities 

It was very difficult to gather pertinent information about several of the vulnerabilities listed previously.  

They were not released to the public which makes it very difficult to gather the specifics necessary to 

exploit the vulnerability.  Most likely this is how Microsoft prefers it.  This list comprised some of the 

most significant vulnerabilities that correspond to the Windows platform in the last six months.  It was 

interesting that there is a small percentage of exploits available for the vulnerabilities listed. 

4. Exploits Demonstration 

The U3 technology is a thumb drive that is recognized as an emulated CD-ROM drive and basic FAT 

formatted volume. This is a proprietary system so the exact details are not known exactly how this is 

accomplished. It is known that there has to be a hardware configuration on the thumb drive as well as a 

software configuration in order to achieve the U3 effect. Compatible operating systems include 

Windows 2000, XP and Vista. 

U3 is commonly used as a mobile environment that that will run various amounts of programs directly 

from the thumb drive. Any program can run on this platform as long as it adheres to the U3 standards. 

When the thumb drive is inserted the operating system recognizes the emulated CD-ROM.  Standard in 

Windows operating systems the CD-ROM will auto run, and initialize the U3 software. The U3 

software, when executed will install files and registry values for the needed programs that it will run. 

Since this is partitioned into a CD-ROM drive which is read only from an operating system standpoint, 

nothing can be deleted off of this partition. So if the antivirus does detect a virus it would not delete it 

the only counter measure that could be taken is to not allow it to execute. Most antivirus will try to “fix” 



the virus and then leave it alone or just delete it, because of this special case there is a possibility that the 

commands will still execute even though the antivirus has detected a threat.  

The tool name Switchblade uses this U3 architecture to carry out a countless number of customizable 

attacks. The U3 framework in itself allows for any application to be executed when the drive is inserted. 

Switchblade is a collection of password recovery, data mining, and backdoor programs that are executed 

“silently” after the drive is inserted. The Switchblade program runs a Visual Basic script which is native 

to the windows platform, therefore can be run on Windows XP by default. Most of the time the script is 

configured to run command line parameters from a DOS prompt that is run invisible to the user.  With 

this basic functionality and framework you have the potential for a wide variety of attacks. When the 

tool is done running all of its programs to gather information then it will store the all of the collected 

information on the thumb drive in a text file that can be later analyzed. This attack can ber written from 

scratch or used the out of the box solution at www.hak5.org/switchblade . You can write a tool that will 

just drop a payload that is undetectable by any antivirus or do a verbose scan of the computer gathering 

every piece of information that is possible. Like any attack there needs to be research and tailoring of the 

target. There are a few requirements in order to run the switchblade. You need to run Windows 2000, 

XP, or 2003 as an administrator. This is not a problem because the majority of machines are running one 

of these operating systems. Administrator privileges are set by default in all of the operating systems. 

This will allow the U3 program to execute the payloads that have been desired without restraint. I will 

list a few of the popular and deadly payloads that can be delivered.  

The main tool that would allow execution of customized attacks is a tool that turns a .bat file into an 

executable file. First the startup script runs when the drive is inserted will register one of these 

executables as a service. Now every time the computer runs you can have the service run and execute.   

This would allow any command or program to be run at startup. One method I will explain in a service 

will run from a .bat executable that is actually a timer itself. 

The first example is a perfect example of a collection of normally used command line tools used in a 

fashion that would allow an attacker to gather mass amounts of information of the host computer. The 

tools used are Blat and Winrar. The installer will install a service that will periodically run a search of 

the computer for any specified files and copy them to a folder. The service will then call Winrar via 

command line executable and archive into 10 MB files, so that the archived files will then be able to be 



sent to an email account. The service will then use the BLAT program to connect to any POP3 email 

service such as Gmail and send the files to any email address. The powerful thing about this is that you 

can customize this service to gather any files by type or name. This will also allow you to customize the 

size of the archive to allow for any email service. The perfect implementation of this is that the tools 

used are that they are not detectable by an antivirus since they are simple commonly used programs. 

This can be used in a completely silent way because the processor usage can be gauged down to only 

use a slight amount of power so that it cannot be noticed by slowing down the operating system. You 

can optimize the archiving speed as well as the uploading speed in order to lower the impact on the 

operating system. All of this combined you can form the attack to a specific target.  

Another payload is a very well known one which is recovering the SAM and SYSKEY files from the 

target. This attack is specific to Windows 2000 and XP since it uses the LM hash encryption. The 

storage of LM hashes by nature is vulnerable because it is split into two chunks and converted to 

uppercase. This significantly reduces the possibilities of passwords that are available to use when stored. 

The split chunks are the salted with a constant number that allows the password to be cracked. These 

two chunks are then combined into one constant and stored as the LM hash. A sample of how the 

algorithm is performed is in figure 4. This is a very simple algorithm that can be cracked by simple brute 

force.  This is encryption can be use with a rainbow tables attack and be cracked in seconds as long as 

the entire rainbow table is used, otherwise the program such as Ophcrack will calculate the hash on the 

fly and take up to days depending on the speed of the system it is being run on.  



 

Figure 4[40] 

The implementation of that is used on switchblade is PWDump. The SAM and SYSKEY are usually 

protected by the operating system and not able to be copied or altered while the OS is running. The 

alternate way of this attach is to use a live boot CD such as BackTrack to copy the files and then obtain 

the hash files. Opcrack tricks the registry into being able to access the information in these files in order 

obtains the hash values. Once you have the hash values you will be able to run them against the rainbow 

tables in any of the possible cracking tools that are available. The easiest and most available is the 

http://plain-text.info/ which is a site that will accept the hash values and return the true password in a 

short amount of time, with no preinstalled software or processing power. The only downside of this is 

that not every password can be cracked with this method, but most can be, no matter how long or 

complex the password is. Vista has somewhat protected against this attack since it has changed from the 

LM hash to something else. The only problem is this can be changed live while the operating system is 

running, so the attack can still be performed.  

A very broad function of this tool and probably the most important is the fact that it can do recon on the 

system and store it to the file. This will allow the attacker to gather all the possible information about the 

system for further leverage. Information about the system the host is using, the service packs, programs 

installed and network information. There is an abundant amount of information that is available about 

the operating system just from the command line, the rest can be extracted with more complex tools that 

will read the signature of the operating system.  



Network recon can be done primarily with native commands such as netstat, ipconfig, and traceroute. 

Netstat will list all current network connections, protocols used and current state of connection. Figure 4 

shows an example the execution of netstat. Ipconfig will show all Ethernet connections to a computer 

and there assigned local IP addresses as shown in figure 5.  This information could easily be placed in 

the text file that is stored on the thumb drive. All of these commands will be undetectable by antivirus 

and can be executed at any privilege level. This would be an example of something that can be run on 

the machine totally silent and allow for valuable information for a future attack.  

 

 

Figure 5 

 

Figure 6 



 
 The next set of tools that are obviously powerful and useful. This would be password recovery tools.  

Switchblade employs a variety of password recovery tools that allow delivery of clear text passwords to 

your file that is stored on the thumb drive. The first set will recover passwords that are stored in the 

internet browsers Internet Explorer and Firefox. This is a JavaScript vulnerability in each that allows 

each of the browsers to show the stored passwords. This is a simple conclusion to draw since there is an 

option view and manage the stored passwords in each of the browsers, in plain text.  The next is the 

stored passwords for the windows wireless management tool. You can extract the passwords that all of 

the default wireless program stores in plain text. This tool will not extract any third party wireless 

management tools such as the tools that are supplied with the wireless card manufacturer.  Mail 

passwords that are stored through Outlook will be supplied in plaintext as well. All product keys for 

Microsoft products such as Office, Windows and Instant Messenger passwords will be extracted. 

5. Against OS Exploits 

As a complementary part of our project, we also conducted a shallow investigation on the practices 

toward a safer OS environment besides all the introductions and demonstrations of actual system 

exploits. Hardening and securing Operating Systems is a task for both experts and common users. In the 

following subsections, we will first present a checklist on general practices for end-users to better secure 

their operating systems in daily computing activities together with some software tools that can help 

users with this task. Then we will look at some recent research projects toward safer operating systems. 

5.1 Best practices for computer users 

As a personal computer user, there is indeed not much we can do to make sure that our own machines 

are immune to all kinds of attacks by numerous attackers out there somewhere we do not know. But 

doing certain things does help reduce the possibility of being attacked or the damage caused after an 

attack. 

First, no matter what operating system you're using, the basic steps for securing an operating system are 

similar 34: 



1. Install all operating system patches. It is imperative that you connect to the network and immediately 

download and install the necessary patches for your operating system. Many security exploits prey 

on systems which are not kept up to date. Unpatched machines are frequently exploited within 

minutes of being attached to an open network. 

2. Verify user account security. 

Windows users: Disable Guest Account if necessary, make sure all accounts have passwords set, be 

sure all users are required to enter a username and password and limit Administrative Privileges. 

Linux users: Enforce the use of strong passwords on all accounts, eliminate inactive and unused 

accounts and minimize the number of people with root access. 

3. Eliminate unnecessary applications and network services. Unused software is often out of date and 

may be vulnerable to exploitation. If you don't use an application, uninstall it from your computer. 

Many Windows services should be disabled by default, including file sharing. What follows are 

instructions for verifying and disabling any services that need to be done one by one. Make sure you 

disable Alerter; ClipBook; HP Web Jetadmin; Messenger; Netmeeting Remote Desktop Sharing; 

Network Dynamic Data Exchange; Network DDE DSDM; Remote Registry Service; Routing and 

Remote Access; telnet; and Universal Plug and Play Device Host, if they are enabled. 

4. Install and configure necessary applications and network services: Install anti-virus software; 

Computers in some special environments like universities and companies may be required to install 

specific applications or services for specific security needs.  

5. Configure system logging to record significant events. Logs are invaluable when administrators need 

to troubleshoot a problem or recover a system that's been hacked. 

6. Keep applications and operating system patches up to date. 

Password security is the most basic and simplest task for information security. The following guidelines 

help secure your operating system.  

1. Always set a password. Choose a good one. 

2. Keep your password safe. Never reveal it to anyone. 

3. Never enter the password into unsecure pages or systems since they may be an attempt of 

“spoofing”. 

4. Use a different password for different websites. Many sites do not use encryption to protect 

passwords. 



5. If you need to give access to your computer to someone else, create another account for that purpose. 

Do not share your account. 

File transfers and remote access are common but could be potentially dangerous. In order to safely 

transfer files across the Internet we recommend the use of SCP or SFTP, tools based on version 2 of the 

SSH protocol which provides a communication method that is resistant to both eavesdropping and active 

attack. SCP is a secure version of the Unix RCP (Remote CoPy) command-line tool. It is appropriate for 

simple single-file or single-batch transfers, and it is easily incorporated into automated scripts. SFTP is a 

secure version of the familiar FTP command. It is appropriate for interactive transfers of files and 

directories. For secure remote login we recommend using version 2 of the SSH protocol, which provides 

resistance to both eavesdropping and active attack. 

There is software tools that help users monitor the current security status of the system, analyze different 

security configurations and reduce attacks. Secure-It™ is a local Windows security hardening tool 

developed by Thierry Zoller, it proactively secures your PC by either disabling the intrusion and 

propagation vectors proactively or reduce the attack surface by disabling underlying functionality 

malware uses to execute itself 35. In fact Secure-It is the only freeware security solution in the world that 

blocks vulnerabilities proactively that malware exploits to infect Windows computers. The Bastille 

Hardening program (Bastille Linux) "locks down" an operating system, proactively configuring the 

system for increased security and decreasing its susceptibility to compromise. Bastille can also analyze a 

system's current state of hardening, granularly reporting on each of the security settings with which it 

works. Bastille currently supports the Red Hat (Fedora Core, Enterprise, and Numbered/Classic), SUSE, 

Debian, Gentoo, and Mandrake distributions, along with HP-UX. Bastille's focuses on letting the 

system's user/administrator choose exactly how to harden the operating system. In its default hardening 

mode, it interactively asks the user questions, explains the topics of those questions, and builds a policy 

based on the user's answers. It then applies the policy to the system. In its assessment mode, it builds a 

report intended to teach the user about available security settings as well as inform the user as to which 

settings have been tightened. 



5.2 Some Research on Securing Operating Systems 

In this section, we pick three of the recent research projects which focus on improving the security 

environment for the operating systems, to provide the readers an idea of the state of art techniques and 

methods for building a safe operating system environment. 

5.2.1 Secure Auditing System in Linux Kernel 

The first project we introduce aims to improve the original auditing mechanism of Linux and strengthen 

the security management of audit logs 37. Auditing subsystem plays a key role in monitoring the system, 

insuring proper implementing of security policy, and building intrusion detection systems. Current 

auditing mechanism of Linux is based on application-level. For example, the “syslogd” daemon mainly 

attempts to receive important information sent by all kinds of restricted services (klogd, httpd, inetd, 

etc.), and perform corresponding process according to the configuration files. Since all service programs 

run in user state, information collected is not sufficient and audit records are not detailed. Once certain 

external service program used for audit data collection is killed by malicious users, the given audit data 

won’t be recorded. There are not adequate methods to protect exiting log files of Linux, which can be 

accessed, modified and deleted by any users.  

In the secure auditing mechanism, audit points are set up in kernel to record detailed events related to 

system running status when the user programs are trapped in kernel state with system calls. As the whole 

audit information is generated in kernel, any activities in the current computer systems can be factually 

recorded, preventing disturbance by malicious users in applications-level; audit information is saved and 

processed by kernel, eliminating compromised or deleted information by hackers after successful 

intrusions. To be specific, the implementation is based on loadable kernel modules (LKM), applying a 

new system call hijacking method based on duplicating interrupt descriptor table (IDT). The system 

collects comprehensive information in kernel, provides flexible configuration of auditing and takes 

effective measures to protect the security of auditing system itself. 

5.2.2 Live Updating Operating Systems Using Virtualization 

As we have seen so far, the contemporary operating systems are far from perfect that patches and 

updates are frequently applied to plug security holes. This process usually requires stopping and 

restarting a running operating system, leading to the loss of availability. However, for many critical IT 



infrastructures, such disruption is expensive and intolerable. Therefore, live update capability becomes 

very important for such operating systems, through which patches and upgrades can be applied without 

rebooting. 

To safely update modern large and complex operating systems, updatable units in an operating system 

need to be easily defined, like an object in systems using object-oriented approach. Second, to avoid 

causing inconsistent state, a dynamic patch must be applied at a quiescent state or a safe point. 

Moreover, after applying patches, an effective approach is needed to redirect invocations from the 

original unit to the updated unit. However, most existing operating systems are not designed with the 

capability of live update in mind. They are usually implemented using non-object-oriented approaches, 

making it difficult to redirect function calls. They often lack well-defined boundaries among 

components, preventing component-level live updates. Quiescent state detection is either very time 

consuming or simply impractical without the mechanism that supports safe points detection. 

Furthermore, hot spots like a network module in a web server which is busy sending and receiving 

packets rarely enter a quiescent state, resulting in that emergency patches and updates be postponed, 

exposing the whole system to attacks. Even if such a safe state could be reached and detected, the update 

process may trigger an execution of code in the patch program and result in a dead lock situation or an 

inconsistent state. 

 

Figure 7 Architecture of LUCOS 



To tackle the above problems, researchers 36 proposed using virtualization as a way to support live 

updates on existing operating systems. Virtualization provides an additional layer between the running 

operating system and the underlying hardware. The virtual machine monitor (VMM), manages the 

hardware resources and exporting them to the operating systems running on them. As a result, the VMM 

is in full control of the state and the execution of the operating systems. Thus, it is convenient for the 

VMM to track and change any state of the operating systems without the need for a reboot. A live 

update request is trapped to the VMM that carries out the process of live updates. Because any trap from 

the operating system to the VMM is synchronized and blocked, the operating system is totally inactive 

during the live update until the trap has completed. It ensures the atomicity of a live update and 

eliminates the requirement of a quiescent state, allowing patches to be applied at any time. When there is 

any change to the data structures in the operating system, they allow the co-existence of both old and 

new versions, both write protected by the VMM. If any attempt is made to change either version, a write 

protection will cause an execution transfer from the operating system to the VMM. A data transfer  

function is then called in the VMM to ensure the coherence between the old and new versions. When all 

threads referring the old versions of the data structures have left the old versions of functions, the 

synchronization can be safely terminated since the kernel is completely using the updated functions and 

data structures afterwards. Since the program that applies live update is executed in the VMM, it will not 

bring unnecessary state change to the trapped operating system, guaranteeing the consistence of the 

operating system when a live update is in progress. 

They built a working prototype named LUCOS, to provide live update capability to Linux running on 

Xen, a popular open-source VMM. From a hierarchical viewpoint, LUCOS consists of three major 

Components as shown in the figure. The control interface lies on top of the operating system in the form 

of a user application. Only authorized users (e.g. administrators) are allowed to use it. It make it easy for 

users to query detailed information of applied patches, apply a new patch or rollback a committed patch. 

The update manager serves as an agent or a proxy between the control interface and the update server. It 

is in the form of a loadable kernel module (LKM) in the operating system. Services it provides include 

receiving patch commands from the control interface and verify their legitimacy, negotiating with the 

update server to process live update requests and managing the committed patches and coordinating 

different versions of the patches to the same function. The update server lies in the VMM and carries out 

the real job of live updating code and data. It receives all of the necessary information from the update 



manager. The function of the update server includes redirecting function calls, setting up necessary data 

structures to maintain the coherence among different versions of the data, invoking the state transfer 

functions. 

For simplicity, LUCOS neither verifies nor validates the input patch files, but assume its trustability and 

correctness. It allows live updating an operating system at the granularity of functions and permits 

updates to both code and data structures. If an error occurs during the update process, the system is able 

to roll back any change already made on it. LUCOS also allows any previously committed updates to be 

rolled back. If any change is made to a data structure, any code that manipulates any instance of the data 

structure is updated accordingly. If there is any change to a function’s prototype, its callers are 

recursively chosen as the candidates for live updates. 

To demonstrate the applicability of the approach, some of the real-life kernel patches from Linux kernel 

2.6.10 to Linux kernel 2.6.11 are applied on the fly. Performance measurements show that their 

implementation incurs negligible performance overhead: a less than 1% performance degradation 

compared to a Xen-Linux. The time to apply a patch is also very minimal. 

Improvements could be done toward an architecture that supports word-level memory protection, which 

will make data synchronization more efficient and easier for LUCOS. Currently it is assumed that the 

patches are well tested and bug-free, and rolling back an existing patch is allowed if it is found to be 

buggy. However, if the kernel collapses when executing the buggy patched function, there will be no 

chance for a rollback. To solve this problem they proposed to add an additional protection domain to 

Linux, and a validation phase to the live update process. The applied patch will be executed in the 

protection domain until it is proved to be correct. Then the update manager could be informed to commit 

these patches by moving them from the protection domain to the kernel space. This approach will 

degrade performance during the validation phase but it might be worthwhile since the kernel can survive 

a potential corruption. 

5.2.3 Secure Virtual Architecture 

Last, we will visit an efficient and robust approach, called Secure Virtual Architecture (SVA) 38, to 

provide a safe execution environment for an entire operating system and all its applications. In the 



context of this subsection, the term “virtual machine” to refer to a run-time system implementing a 

virtual instruction set architecture, such as the Java Virtual Machine, not an instance of a guest OS.  

One major class of such vulnerabilities is memory safety errors, such as buffer overruns, double frees, 

and format string errors. Safe programming languages, such as Java and C#, guarantee that such errors 

do not occur, but “commodity” operating systems like Linux, Mac OS, Solaris and Windows are all 

written using C and C++, and hence enjoy none of the safety guarantees of safe languages. Weaver et al. 

estimate that buffer overflow and other attacks due to the use of C/C++ represent roughly 50% of all 

attacks in the last 20 years 38. Memory safety can be achieved using a safe, compiler-based virtual 

machine capable of hosting a complete commodity operating system and security sensitive system 

software. 

SVA is built upon SAFECode, the authors’ previous work on enforcing fine grained safety properties for 

stand-alone C programs. The SAFECode compiler and run-time system together enforce the following 

safety properties for a complete, standalone C program with no manufactured addresses: control-flow 

integrity, type safety for a subset of objects, array bounds safety, no uninitialized pointer dereferences, 

no double or illegal frees and sound analysis. It does not prevent dangling pointer dereferences, thus its 

guarantees are weaker than a safe language like Java or C#. It provides a useful middle ground between 

completely safe languages and unsafe ones like C/C++ as it does not impose much performance 

overhead, does not require automatic memory management, is able to detect all types of memory safety 

errors other than dangling pointer uses, and is applicable to the large amount of legacy C/C++ code. 

SVA uses SAFECode directly to provide a safe execution environment for stand-alone programs, and 

extends the SAFECode safety principles from standalone programs to a commodity kernel, overcoming 

several major challenges. Three steps are involved in porting an existing kernel to SVA. First, the target-

dependent layer of the kernel is ported to use the SVA-OS interface. It is similar to, but significantly 

simpler than, porting to a new hardware architecture because SVA provides simple abstractions for the 

privileged operations performed by a kernel. Second, a few well-defined changes are required in kernel 

memory allocators, to implement two simple constraints on object alignment and memory reuse. Finally, 

some optional improvements to kernel code can significantly improve the analysis precision and hence 

the safety guarantees provided by SVA. To compile and execute kernel or application code on SVA, a 

front-end compiler translates source code to SVA bytecode. A safety checking compiler transforms 



kernel or application bytecode to implement the safety properties. This code is then shipped to end-user 

systems. At install time or load time, a bytecode verifier checks the safety properties of the bytecode and 

a translator transparently converts the bytecode into native code for a particular processor. 

There are two essential weaknesses due to the preserved low-level memory model of C. First, dangling 

pointer references can occur but are rendered harmless, i.e., they cannot violate the safety guarantees 

(although they may still represent potential logical errors). Second, arbitrary, explicit casts are permitted 

as in C. These compromises allow a fairly strong degree of safety for commodity OSs while minimizing 

kernel porting effort. 

Researchers ported Linux to SVA and tried five different exploits on the system that were previously 

reported for this version of the Linux kernel, and which occur in different subsystems of the kernel. The 

SVA checks caught four out of the five exploits. Two of these were integer overflow errors. A third was 

a simple out of bounds error when indexing into a global array. Finally, SVA caught a buffer overrun 

caused by decrementing a length byte to a negative value and then using that value as an unsigned array 

length (making it a large positive number). It failed to catch the exploit in the ELF loader because the 

implementation of the user-to-kernel copying function was in a kernel library that was not included 

when running the safety checking compiler on the kernel. They anticipate that including that library will 

allow SVA to catch this exploit. 

In the ongoing work, the researchers are improving the performance overhead. They are also 

investigating techniques for recovering from kernel memory access errors detected at runtime. And they 

plan to work on higher-level security problems that could be addressed in novel ways by using the 

compiler-based virtual machine in cooperation with the OS. 

6. Milestone Completion 
This group has completed the milestones of the course project as it was detailed in the course lecture 

notes.  Initially the group held three meetings to discuss topics and create the Initial Project Proposal 

(IPP).  The proposal was submitted on time, and with a minor clarification of team member 

responsibilities, the project was approved.  At this point each team member was given various tasks to 

complete.  Those tasks included, gathering information on Windows and Linux operating system 

vulnerabilities and exploits, gathering information on best practices for securing or “hardening” an 



operating system, and finally gathering information on a tool to demonstrate the exploit of operating 

system vulnerabilities.  While the majority of the work was gathering and compiling the information, 

some time was spent to put together a demonstration.  Each individual on the team exceeded 

expectations in the tasks he or she was assigned.  The next major milestone the team was required to 

complete was the Project Interim Progress Report (PIPR).  This was a report that contained the details of 

the team’s progress.  Each team member contributed to the creation of this document.  Finally, the team 

was responsible for this Final Project Report (FPR).  Once again the team exceeded expectations and 

completed the FPR on time and at a very high level.  During the course of the project the team was given 

various assignments and milestones to complete, and they have successfully completed each one. 

7. Conclusion 

This report studies the most typical as well as recent vulnerabilities of Windows and Linux operating 

systems and how they are exploited. A demonstration is given in the presentation to show some of the 

exploits and the tools used in the demonstration are included in the report. Best practices for personal 

computer users against OS exploits and state-of-art research results on securing operating systems are 

presented in the last part. Due to the nature of the languages used to implement current operating 

systems, it is difficult to completely eradicate vulnerabilities from them. Effective and practical 

approaches and methods are still needed to provide a more secure environment for the running of 

commodity operating systems. 
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